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Efficient Real-Time Human Detection Using Unmanned Aerial

Vehicles Optical Imagery

Gelayol Golcarenarenjia, Ignacio Martinez-Alpistea, Qi Wanga and Jose Maria
Alcaraz-Caleroa

aSchool of Computing, Engineering and Physical Sciences, University of the West of
Scotland, United Kingdom

ABSTRACT
Unmanned Aerial Vehicles (UAVs) are promising technologies within many different
application scenarios including human detection in search and rescue and surveil-
lance use cases, which have received considerable attention worldwide. However,
adverse conditions, such as varying altitude, overhead camera placement, changing
illumination and moving platform, impose challenges for high-performance yet cost-
efficient human detection. To overcome these challenges, we propose a novel combi-
nation of dilated convolutions with and Path Aggregation Network (PANet) as a new
deep neural network based human detection algorithm in real time. Furthermore,
we establish a comprehensive human detection dataset with varying backgrounds,
illuminations and contrast, and train the proposed machine learning model on the
collected dataset. Our approach achieves both high precision (87.76% mAP) and
real time (67 FPS) on a commercial off-the-shelf PC platform. In terms of accuracy,
the result is comparable to standard YOLOv3. However, the speed is twice as that
of the standard YOLOv3. YOLOv4 is slightly more accurate (89.76%) than our
approach. However, it is slower (38 versus 67 FPS) and has more BFLOPS. The
proposed algorithm has also trained with the VisDrone2019 dataset and compared
with seven studies using this dataset. The results have further validated the effective-
ness of the proposed approach. Moreover, the algorithm has been evaluated on an
embedded system (Jetson AGX Xavier), which demonstrates the usefulness of this
method on power-constrained devices. The proposed algorithm is fast, memory effi-
cient, and computationally less expensive to achieve high detection performance. It
is expected to contribute significantly to the wider use of UAV applications including
search and rescue missions to locate missing people, and surveillance particularly for
applications running on resource-constrained platforms, like smartphones or tablets.
This proposed system is now being used in aerial drone system of Police of Scot-
land to help them locate and find missing and vulnerable people. The results of the
project was broadcasted by BBC Scotland and more information can be found at
the following link: “ https://www.bbc.co.uk/news/uk-scotland-50262650”.
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1. Introduction

Unmanned Aerial Vehicles (UAVs) are powerful inexpensive tools for a plethora of ap-
plications including surveillance, search and rescue,agriculture, and inspection (Wang
et al. 2018; Xu et al. 2020; Deng et al. 2020). Using UAVs also decreases the cost
of data collection and the risk on operations (Linchant et al. 2015). Object detec-
tion techniques are key components in such applications of UAVs and are a fast-
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paced area in the field of computer vision. Accurate object detection has become
more achievable due to rapid growth of hardware computing power, powerful Graph-
ical Processing Units (GPUs) and access to large datasets. Human detection and
tracking using UAVs has received considerable attention over the past few years
due to its wide range of applications in monitoring social distancing with person
detection and tracking in global pandemics such as Covid-19, search and surveil-
lance e.g. (e.g. finding missing people and person identification), people counting in
dense crowd, abnormal event detection, public safety, traffic control and many more
(Santos, Disney, and Chave 2018; Sirmacek and Reinartz 2013). However, the task of
human detection for UAVs is more complex and demanding due to challenging condi-
tions, such as humans being in small size (Yu et al. 2020) due to high altitudes, chang-
ing viewing angles, extensive diversity in background, differences in person poses,
clothing and appearance, illumination variations, moving platform and many more
(Rudol and Doherty 2008). In addition, partial or complete occlusion caused by dis-
tractors (such as vegetation and buildings) adds to these challenges.

These challenges have detrimental influence on the accuracy and performance of
human detection and should be taken into consideration in UAV applications. Motion
features can assist the human detection in scenarios when the image resolution is very
low due to high flying altitudes. However, it cannot be used in cases where humans
are stationary (e.g., a person lying on the ground) (Beleznai et al. 2018). The state-of-
the-art object detection algorithms cause low detection rate and high false positives
when used on UAV human detection (Liu et al. 2018b; Hu et al. 2018). To address and
overcome the drawbacks of these algorithms for UAVs, a real-time object detection
algorithm with high accuracy is required to cope with very small sizes of human
objects due to varying flying heights and zoom levels, whilst taking into account other
challenging factors mentioned above. Furthermore, the network architecture needs to
fulfill real-time requirements in UAV applications with limited hardware resources.

Hence, our objective is to design and develop an end-to-end real-time machine-
learning based human detection system to detect the presence of people in new unseen
frames with high accuracy and efficiency. Our approach, UWS-YOLO (University of
West of Scotland), is able to address the challenges of automatically detecting a human
in optical images obtained from UAVs. This application also provides detection in real-
time speed and assists in reducing the burden of the monitoring personnel. It is also
applicable to other small objects detection. To this aim, we design a new machine
learning approach in terms of accuracy/speed trade-off network to be more applicable
to UAV applications. As a result, our contributions are summarised as follows:

• Study of different techniques to increase accuracy for small object detection and
recognition.

• Establishing a comprehensive human detection dataset that involves real-world
scenarios obtained from UAV video footage in search and rescue missions.

• Presentation of a new Convolutional Neural Network (CNN) design to detect
small-sized people or other objects from UAVs.

• Analysis of state-of-the-art algorithms compared with UWS-YOLO.
• Training and validation of UWS-YOLO and each state-of-the-art technique with

the collected data set to compare the performance.
• Training and validation of UWS-YOLO with the VisDrone2019 dataset and com-

paring with two state-of the at approaches using this dataset.
• Performing both qualitative and quantitative testing evaluation of the proposed

human detection algorithm and comparing it with the state-of-the-art algorithms

2



under study using images captured by a UAV.

The results of the proposed model was broadcasted by BBC Scotland and more infor-
mation can be found at the following link: ”https://www.bbc.co.uk/news/uk-scotland-
50262650”.

The rest of the paper is organised as follows. Section II presents the related work.
Section III describes the design of the proposed algorithm to detect humans, followed
by the experimental setup in Section IV. Section V discusses the results of proposed
algorithm. Section VI concludes the paper.

2. Related Work

This section reviews state-of-the-art work related to human detection, with a focus on
techniques used in this article for small object detection.

2.1. Object Detection and Convolutional Neural Network

In order to perform object detection, several methods have evolved to a large extent in
the last two decades. For instance, many studies (Dollár et al. 2009; Surasak et al. 2018;
Felzenszwalb, Girshick, and McAllester 2010; Teutsch and Krüger 2012) already cover
handcraft feature extraction using traditional object detection methods. Moreover,
CNN-based object detection techniques have also been proposed. These CNN-based
methods are generally classified into two main categories: two-stage and one-stage
object detectors. Fast R-CNN (Girshick 2015), Faster R-CNN (Ren et al. 2017), and
R-FCN (Dai et al. 2016) are common two-stage detectors. In these methods, the Re-
gions Of Interest (ROIs) are extracted at the first stage and then the classification is
performed. These kind of detectors are accurate; however, they incur heavy computa-
tional cost. Moreover, these methods are not suitable for real-time object detection or
on devices with power limitations. Therefore, one-stage detectors are more commonly
employed such as “You Only Look Once” (YOLO) series (Redmon et al. 2016; Red-
mon and Farhadi 2017, 2018), “You Look Only Twice” (Van Etten 2018) and “Single
Shot Detector (SSD)” (Liu et al. 2016). These are lighter in time complexity although
lower in accuracy as object detection occurs by concurrently selecting and classifying
the ROIs (Jiang and Wang 2016).

2.1.1. Standard YOLOv3

As stated previously, YOLOv3 is a one-stage detector with Darknet-53 as feature
extractor at the backbone, which is frequently employed due to high accuracy. The
configuration of YOLOv3 deploys 53 convolutional layers, leading to three different
outputs. Each output corresponds to a different scale to detect objects of different
sizes (big, medium and small objects). With input imagery at 416 pixels x 416 pixels
(416x416), YOLOv3 (Redmon and Farhadi 2018) runs in 29 ms at 55.3 mean Average
Precision (mAP) when trained on the Common Objects in Context (COCO) dataset
(Lin et al. 2014), leading to 35 Frames Per Second (FPS) in a GPU NVIDIA TITAN
X. This detector works well for small object detection because of the feature fusion
of earlier and deeper layers. However, it is very complex with heavy computational
cost for the hardware. This affects the detection speed and makes it unsuitable for
real-time object detection especially in resource-constrained environments.
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To improve the speed of YOLOv3, a simplified version of YOLOv3 called Tiny-
YOLOv3 has been defined. There are only few convolutional and pooling layers in
the backbone of Tiny-YOLOv3. This makes Tiny-YOLOv3 the fastest model which
can perform detection at more than 200 FPS. Tiny-YOLOv3 needs less memory and
computation resources; however, unlike YOLOv3, the configuration of Tiny-YOLOv3
leads to two output layers with different scales for object detection, which results
in lower accuracy when it comes to detection of small objects. The accuracy of this
algorithm is 33.1 mAP when trained on COCO dataset.

2.1.2. YOLOv3 Features

• Input size: Width and height are a key factor when dealing with speed and
accuracy trade-off. These two elements depend on the image resolution that is
processed by the CNN. If a high resolution image is given, it will provide higher
accuracy; nevertheless, if the resolution is low, the inference time will decrease.
In order to achieve real-time object detection, YOLOv3 recommends resizing
the images to 416x416 pixels. 416 ensures YOLOv3 to execute accurately and
speedily. Hence, the default input size of 416x416 pixels are selected and trained
for all the algorithms in the results section to find the best trade-off between
accuracy and speed and make a fair comparison in our use case.

• Anchors Boxes: Some current object recognition algorithms use anchor boxes
technique to detect objects. This assists to provide information regarding the
size of objects. Each anchor boxes has a shape of “width, height”. Anchor boxes
are linked to the detection layers, which are connected to the stride of the CNN.
The smaller the stride, the tinier the objects that can be detected; and thus,
the smaller the anchor boxes. To improve the performance of the small object
detection system, the anchor boxes should be customised correctly based on the
dataset. If anchor boxes are not customised properly, the detector will miss the
detection of several objects.

• Mask: The mask tells the YOLOv3 layers which of the anchor boxes are re-
sponsible for predicting. In other words, masks are the indices of anchor boxes
used in YOLO output layers. The first YOLOv3 layer predicts the largest boxes,
whilst the last YOLOv3 layer predicts the smallest ones. The mask should be
changed in accordance with anchor boxes depending on the sizes of the objects
to be detected.

2.2. Effective Techniques for Small Object Detection

2.2.1. Dilated Convolutions

The performance of object detectors are influenced by a myriad of factors including
down-sampling, depth of the network and the receptive field, to name a few (Li et al.
2019). The receptive should be increased as contextual information is vital for small
object detection (Ju et al. 2019; Du, Yin, and Yang 2019). The receptive field could
be increased in a number of ways. Firstly, one approach is to make the network deeper
as each added layer expands the receptive field size by the kernel size (Luo et al.
2017). Secondly, down-sampling also assists to increase the receptive field. However,
the resolution of features will slowly decrease through layers of a network, causing
information loss, especially in small object detection. Finally, another way of increasing
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Table 1. Comparison of previous works
Ref Objective Algorithm Exec Platform Accuracy Speed Model

Environment (%) (FPS) Size
Rudol
and Do-
herty
(2008)

Humans Haar-like PC OpenCV NG NG NG

Yi,
Yongliang,
and Jun
(2019)

Pedestrian
Improved
Tiny
YOLOv3

PC Visual Studio 73.98 207 NG

Qu et al.
(2018)

Pedestrian YOLOv3 PC Darknet 94 NG NG

Li and
Rao
(2014)

Vehicle & Squeezenet Android Tensorflow 76.7 NG 8MB

human
Yong and
Yeong
(2018)

Human GoogLeNet/ UAV Keras/ 97.32 NG NG

Mobilenet+
SSD

Caffe

Zhu et al.
(2019)

Human
Improved
Faster
R-CNN

PC NG 79.77 NG NG

Tian
et al.
(2015)

Pedestrian
Task-
Assistant
CNN

PC NG 20.86 mr/ 5 NG

34.86 mr
Bejiga,
Zeg-
gada, and
Melgani
(2016)

Humans
GoogLeNet
& SVM

PC NG 94.29 0.9 NG

Costea,
Vesa, and
Nede-
vschi
(2015)

Pedestrian AdaBoost
Tablet/
SmarUWS-
YOLOhone

Qualcomm 37.33 mr 20 NG

Aguilar
et al.
(2017)

Pedestrian
HAAR-
LBP +
Adaboost

NG OpenCV 73 NG NG

Al-Kaff
et al.
(2019)

Humans
MOT
alg.(ROI
Filter)

PC NG 73.3 15-30 NG

Braun
et al.
(2019)

Humans
R-FCN/
F-RCNN

PC NG 19.6/16.6 1.2/1.7 NG

SSD/
YOLOv3

20.5/17.8mr 2.4/3.8

UWS-
YOLO

Humans
Own
Approach

PC Darknet 87.96 67 54MB

UWS-YOLO: This Paper; mr: miss rate; NG: Not Given; Green: information provided; Red: information missed

the receptive field is through dilated neural networks (Yu and Koltun 2015). In dilated
convolutions, the dilation rate is used to increase the arrangement of the kernel weights.
This causes the receptive field to be expanded without loss of resolution. Hence, in
this study, the number of down samplings were reduced using dilated convolutions
to expand the receptive field without losing the resolution of the object and thereby
increase the accuracy of object detection.

Figure 1 illustrates the hybrid dilation rates 1, 2, and 3, and the associated expanded
receptive. Figure 1(a) depicts the dilation rate of 1 with associated receptive field of
3x3. Figure 1(b) is based on Figure 1(a) with the dilation rate of 2 and receptive field
of 5x5. Figure 1(c) is based on Figure 1(b) with a dilation rate of 3 and receptive field
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of 7x7 (Hamaguchi et al. 2017).

2.2.2. Path Aggregation Network (PANet)

Inspired by the Feature Pyramid Network (FPN), PANet is one of the methods that
enhance the accuracy of small object detection. Initial layers contain more detailed
information of the features whereas more meaningful information lies in the deeper
layers. Both information is needed to improve the small object detection (Moran et al.
2019). Hence, to get a better prediction, PANet proposes additional bottom-up path
augmentation to improve the feature hierarchies in a FPN and then combines features
from all levels (Liu et al. 2018a). In other words, in PANet, the data path between
lower layers and top layer is reduced (Wang, He, and Li 2018), leading this to an
enhancement in the final accuracy when recognising small objects.

2.3. Previous work

This subsection provides an overview of various use cases related to human detection
in the literature. The comparative analysis has been summarised in Table 1 to address
the published results related to human detection.

In one study, Yi, Yongliang, and Jun (2019) proposed an improved human detec-
tion network by adding convolutional layers to standard Tiny-YOLOv3. The proposed
algorithm is executed in real-time and has high accuracy for pedestrian detection. How-
ever, this algorithm needs to be improved in terms of accuracy of small objects and
thus it is not suitable for UAV-based scenarios. In Qu et al. (2019), a pedestrian detec-
tor was developed using YOLOv3 on enhanced images using Retinex. The speed was
not mentioned in this study. Moreover, using YOLOv3 is computationally expensive
in UAV applications especially for constrained environments. According to Table 1,
some studies, such as Li and Rao (2014), Yong and Yeong (2018), Zhu et al. (2019)
and Tian et al. (2015) did not report all the necessary metrics such as speed or model
size for evaluation. In Bejiga, Zeggada, and Melgani (2016), GoogLeNet plus SVM
algorithm was used, which is more accurate but very slow and thereby, not suitable
for UAV applications running on resource- constrained platforms like smartphones
(Martinez-Alpiste et al. 2019b). The algorithms of HAAR-LB and Adaboost (Rudol
and Doherty 2008; Costea, Vesa, and Nedevschi 2015; Aguilar et al. 2017) are fast but
with lower accuracy and thus is also not suitable for human detection scenarios on
UAVs. In addition, the approaches in Al-Kaff et al. (2019) and Braun et al. (2019)
are not fast enough to be used in real-time UAV applications or in constrained envi-
ronments (Martinez-Alpiste et al. 2019a). In summary, none of the above studies has

Figure 1. Dilation rate (a) 1, (b) 2, and (c) 3 (Wang et al. 2017).
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covered and reported all the essential metrics for evaluation. Moreover, these studies
are not robust enough in terms of accuracy and speed for UAV use cases of human
detection in constrained environments. Accordingly, this paper provides an improved
architecture for real-time human detection with high accuracy suitable for UAV ap-
plications particularly for scenarios where there are resource constraints to run the
CNN-based models.

3. Design of Proposed Algorithm

In this section, the architecture of UWS-YOLO is defined one step at a time. By
applying UWS-YOLO, we have achieved a significant improvement in the accuracy
for the detection of small people on aerial imagery taken from a UAV while fulfilling
real-time requirement. The results of UWS-YOLO will be compared with different
algorithms including YOLOv3 and YOLOv4 (Bochkovskiy, Wang, and Liao 2020)
which is an improved version on YOLOv3.

3.1. Output Layers

There are various small targets in UAV-based images, which contain limited amount of
information. The down-scaling to 416x416 and the CNN’s pooling operations further
reduces the visual information of the small targets. Figure 2 illustrates an example of
human size in 30 meters of altitude. Image A is a UAV-based image in 4k resolution,
Image B shows the resized image A of 416x416 pixels (standard input size), and image
C is a human of size 7x18 pixels. This helps shed light on the challenge of human
detection on UAV-based images due to limited resolution.

Figure 2. Example of human size in 30 meters of altitude: Image (a) is a 4k image, Image (b) is the resized

image (a) into 416x416 pixels, and Image (c) is a human of size 7x18 pixels.

Three various scales are used in standard YOLOv3 to detect objects. Typically,
the first output is related to detection of big objects, the second output layer detects
the medium objects, and the third output layers is for small object detection. These
three scales increase the probability of small object detection in standard-YOLOv3 for
UAV-based scenarios, such as our use case. However, in standard Tiny-YOLOv3, there
are only two output layers with different scales for objects detection, which restricts
the small objects detection.

3.2. Tiny-YOLOv3 (3 output layers)

As stated above, standard Tiny-YOLOv3 with just two output layers limits the de-
tection of small objects. Hence, similar to YOLOv3, an extra output layer was added
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to the standard YOLOv3-Tiny to increase the accuracy of small objects detection
(AlexeyAB 2020a; He et al. 2019). The standard Tiny-YOLOv3 enhanced with three
output layers is the starting point of UWS-YOLO.

3.3. PAN-based Tiny-YOLOv3

Moreover, PANet is one of the methods that yield satisfactory results in detection of
small objects. Hence, PAN-based Tiny-YOLOv3 enhances the structure of standard
Tiny-YOLOv3 by adding a bottom-up path to spread the low-level information and
increase the accuracy of small object detection. Therefore, it uses PAN architecture
with standard Tiny-YOLOv3 as its backbone, adaptive feature pooling and three
output layers for small object detection (AlexeyAB 2020a).

3.4. Our approach (UWS-YOLO)

Figure 3 illustrates the schematic of the proposed design. Gray boxes in the figure
displays the convolutional layers. All convolutional layers are followed by a so-called
leaky ReLU as the activation function. Blue boxes shows dilated convolutions with
different dilation factors. Arrows display network operations. The red arrows indicate
the convolutional connections in the architecture. The blue arrows indicate the con-
catenation in YOLO headers. The black arrows represent the additional bottom-up
path fusion. Inspired by the PAN architecture (AlexeyAB 2020a), the bottom-up path
(a) and the top-down path (b) are the FPN (Lin et al. 2017) with the backbone of
Tiny-YOLOv3.

In the first bottom-up path (Figure 3(a)), the original image is down-sampled four
times by a max pooling operation with a stride of 2. Due to the objects being small,
these down-sampling operations may bring loss of important information and result
in some missing detection. As a result, to keep the valid receptive field, use the high-
resolution information even in deeper layers for human detection at different scales,
and to preserve the small object features, in this architecture for the first time, dilated
convolutions are proposed and thus the architecture is modified (marked as number 1
in the figure) in the bottom-up path replacing two last pooling operations with dilated
convolutions to avoid down-sampling when using max-pooling layer with stride 2 and
to avoid max-pooling layer with stride 1 through which the resolution of the extracted
feature maps is decreased (Hamaguchi et al. 2017). Therefore, the resolution of the
obtained feature maps will be much higher than and more information of small objects
will be obtained.

To find the placement and the dilation rates associated with layers at least dif-
ferent configurations of dilation rates including same, exponential and hybrid growth
are examined to find the optimal configuration.The highest accuracy is achieved by
replacing two last pooling operations with convoluted dilations using hybrid dilated
convolution (HDC) of 1, 2 and 3 in the dilated convolution kernels. Adding more or
other combination of dilation rates associated with layers dropped the accuracy. The
number of filters utilised for 3x3 convolution in the bottom-up path are 16, 32, 64,
128, 256, 512, and 1024 similar to those of standard Tiny-YOLOv3 as the backbone
of the architecture.

The top-down pathway (see T1 to T4 in Figure 3) where three up-sampling and
sidelong fusions are added to provide a multi-scale feature pyramid from the input
image and improve the propagation of semantic information (FPN) and further fuse
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Figure 3. Design of the proposed algorithm.

spatially rich shallow layer features and semantic-rich deep layer features. The num-
ber of filters we utilise for 3x3 convolutions are 128, 256, 128 and 64 for T1 to T4,
respectively.

Then, an extra bottom-up path augmentation is added (PAnet) to improve the
feature hierarchies in FPN (see Figure 3(c)). The augmented path starts with B1 as the
lowest level and will gradually be down-sampled with factors optimised to 8, 4, 2, and
1, respectively till reaching B5 to further improving small object detection (marked as
number 2 in the figure). The number of filters used for convolutions are also optimised
to 32 for B1 to B5. The features from the bottom-up path are then concatenated and
a 1x1 convolution is run on the result (marked as number 3 in the figure). Due to
the targets being very small in our dataset, large-scale targets, moderate-scale targets,
and small-scale targets are detected through three output layers of Tiny-YOLOv3
shown in Table 2. Similar to standard Tiny-YOLOv3, the number of filters used for
3x3 convolution are 128, 256, and 512 for the first, second, and third YOLO output
layers, respectively. To summarise the explanation above, the original image is down-
sampled four times by a max-pooling operation with a stride of 2. The last two pooling
operations are avoided and replaced with dilated convolutions to avoid down-sampling.
The result of the up samplings in the top-down pathway in column (b) of Figure 3 will
be fused (concatenated) with the first three convolutions in the bottom-up pathway
(column (a) of Figure 3). The results of the max-pooling operations in column (a) of
Figure 3 ) will be used for gradual down-sampling operations in column (c) of Figure
3. We then apply a 1x1 convolution to the corresponding feature maps obtained from
the max-pooling results in the bottom-up of pathway. In terms of learning rate and
weight decay, the optimal values of 0.008 and 0.001 were obtained respectively using
grid search after comparison to further increase the accuracy of the detector. The
combination of the modifications stated above as a new model significantly improved
the detection accuracy of small humans with reasonable decrease in speed.
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4. Experimental setup

4.1. Dataset

The project was carried out using a lightweight UAV equipped with optical camera.
The flights were managed by the authors at different heights between 10 and 75 meters
in Scotland wilderness. The live videos were recorded in 4K and consequently the
images were extracted from them for further processing.

The dataset consists of 12,914 labelled images extracted from 188 video sequences.
Various weather and environment conditions, sophisticated scenes, flying altitudes,
and camera views were considered to collect the data needed for the study. Differ-
ent backgrounds were also taken into account for diverse scenarios such as Scotland
wilderness as the detection model will fail if not trained on heterogeneous backgrounds
(Kellenberger, Marcos, and Tuia 2018). The people in the images were with various
figures and postures, such as standing, sitting, running, or lying down on the ground.
The average scale of human size is for each output layer is 7x15, 13x39 and 37x75
respectively.

Each person in the image was clothed in red, green, white, or yellow. We added
the low contrast clothing such as green and yellow since it is very challenging to
detect with these colors when in the wild. To find humans, the live video stream
transmitted via radio waves was observed by the UAV pilots. By using YOLO-mark2
(AlexeyAB 2020b), we manually annotated each image extracted from video frames.
Various geometric transformation, such as rotation, flipping, blurring, Gaussian noise,
and photometric variations, such as brightness and contrast, were used for synthetic
image augmentation (Perez and Wang 2017). We generated 6,457 positive samples in
total. The same number of negative samples were generated without any humans on
the scenes to avoid class imbalance (Jung et al. 2020).

4.2. Anchors Boxes

As mentioned in related work (section 2), anchors boxes should be recalculated for
each new dataset. By evaluating the training samples in the dataset, better training
convergence can be obtained. The size of the input images (416x416 pixels) and the
number of the anchors boxes (9 in this case) were determined to perform the recalcu-
lation of anchor boxes using the k-means technique to choose the best anchor boxes
tailored for the dataset (AlexeyAB 2020a).

4.3. Mask

All the anchor boxes should be known by the output layers. However, each layer is
only responsible for a subset of the anchor boxes. Masks are used as the indices of
anchor boxes. As we were dealing with small objects in our dataset, we assigned and
considered four anchor boxes for the third output layer (out 3) and just two anchor
boxes for the first YOLO output layer (out 1) to increase the probability of small
objects being detected at the third output layer. Table 2 shows the anchor boxes and
masks of each output layers used in this study.
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Table 2. Anchor boxes of different output layers
Object Size Output Layer Feature Map Mask Anchor Boxes
Medium out 1 26 2 [43,50], [48,111]
Small out 2 52 3 [18,32], [12,53], [21,64]
Tiny out 3 104 4 [4,9], [6,18], [12,18], [8,33]

Table 3. Execution Hyperparame-
ters

Hyperparameters Values

Image size in pixel 416x416
Number of iteration 15000
Batch size 64
Initial learning rate 0.001
Solver SGDR
Momentum coefficient 0.9
Weight decay 0.0005

4.4. Hyperparameters

This subsection highlights the hyperparameters used and established for the purpose
of this study. In order to perform a true comparison of the algorithms, the same and
default values of the hyperparameters in the standard Tiny-YOLOv3 algorithm were
used for all the algorithms under study. The total number of training iterations was set
to 15,000. This was exceptional for the standard YOLOv3. As YOLOv3 and YOLOv4
has more layers than other methods, the algorithm was trained with the number
of iterations set to 30,000. Nevertheless, we did early stop at 25,000 for YOLOv3
to avoid over-fitting since the accuracy was almost the same as that of 15,000 and
the training loss was not decreasing. The initial learning rate was set to 0.001. We
utilized a Stochastic Gradient Descent with Warm Restarts (SGDR) (Loshchilov and
Hutter 2019) solver with momentum coefficient of 0.9 as the learning policy. Finally,
we also used a weight decay of 0.0005 to avoid over-fitting. The hyperparameters are
summarised in Table 3.

The subdivision (the number of mini-batches in one batch) was 8 for all the algo-
rithms under study except for standard YOLOv3 in which the minimum subdivision
of 32 was enforced due to not having enough memory in GPU for this algorithm, which
is one of the drawbacks of YOLOv3. The subdivision for standard YOLOv4 was en-
forced to 16. Standard Tiny-YOLOv3 is designed to accept different input resolutions
at multiple of 32, e.g. 320x320, 416x416, 608x608, 832x832 or 1024x1024; neverthe-
less, to manage the trade-off between inference speed and detection accuracy, 416x416
pixels input images were adopted.

We evaluated the performance of each model based on two metrics mAP and FPS
as inference time. mAP is a standard measure for comparing algorithms. Furthermore,
FPS provides the speed of the algorithms when detecting the frames of the captured
video. After completing the training, we did mAP comparison on different iteration
values on validation data to avoid over-fitting of training. The model with best mAP
validation was selected for further comparison.

4.5. K-Folds Cross Validation

K-Fold Cross Validation (Kohavi 1995) is also one of the most common machine learn-
ing techniques to test the performance of an algorithm. In this use case, K-fold cross
validation was thus employed to avoid systematic biases due to the choice of splits,
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and specifically 5-fold cross validation was utilised in this study. The dataset was ran-
domised and divided into five sub-folds. One K-fold was then selected for validation
while the other four were combined for training. Hence, each algorithm in our study
was trained 5 times. The mean average of all the folds were reported for each algorithm.

Transfer learning (Kohavi 1995) was another technique employed in these experi-
ments. Pre-trained weights from the COCO dataset (Lin et al. 2014) were used for
transfer learning as a starting point to further increase the accuracy. In order to so, the
first 15-convolutional layers of standard yolov3-tiny trained with COCO was extracted
and used for the purpose of transfer learning.

4.6. Execution Environment

All the experiments were executed on a computer with an Intel(R) Xeon(R) E5-2630
v4 at 2.20GHz with 20 cores and 32 GB RAM, running Ubuntu 16.04 with a kernel
version of 4.12.4.

An NVIDIA Titan X GPU with 12 GB RAM was used for training and validating
the various convolutional neural networks in our study.

Similar to standard YOLOv4, YOLOv3 and Tiny-YOLOv3 (AlexeyAB 2020a), all
the algorithms were deployed and executed on Darknet, that is an open source frame-
work for neural networks. It is written in C and CUDA, and enables the execution on
CPUs or GPUs. The commit installed on the execution environment is 61c9d02.

5. Results and discussion

A set of videos sequences were taken from the UAV for the aim of testing the validity
of our proposed human detection algorithm. To evaluate the detection results, UWS-
YOLO was compared with various state of the art models.

5.1. Quantitative results

The comparison results have been summarised in Table 4. Moreover, the average mAPs
of each model versus the number of iterations is shown in Figure 4. Figure 5 has also
summarised the obtained results of average mAPs versus average FPS of the models.
Other architecture a small custom-CNN (Ju et al. 2019) as a light accurate architecture
for small object detection in aerial images was also trained and compared with UWS-
YOLO to further show the effectiveness of UWS-YOLO.

5.2. Accuracy and Speed Comparison

As it is apparent from the results of Table 4, Figure 4, and Figure 5, the standard Tiny-
YOLOv4 was the fastest (225 FPS) with mAP of 67.49. The standard Tiny-YOLOv3
had the FPS of 223 but with the lowest accuracy (mAP of 66.03) for our use case. The
custom CNN approach had a better accuracy (68.01) than standard Tiny-YOLOv3
but less speed (205 FPS). The slim YOLO more mAP than custom CNN (72.11) with
less speed (67 FPS).

The results of Tiny-YOLOv3 (3 output layers) and PAN-based Tiny-YOLOv3 are
almost the same in terms of accuracy (79.37 and 79.31, respectively). In terms of speed,
standard Tiny-YOLOv3 is faster than PAN-based Tiny-YOLOv3 (189 FPS versus 142
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Table 4. Analysis results of the of the different network configurations.

Analysis Results

Neural Network Configurations

Index Model 2 3 PAN Dilation Accuracy FPS BFLOPS Model
Layers Layers (%) Size (MB)

1
Standard
Tiny-
YOLOv3

v f f f 66.03 223 5,448 34

2
Standard
Tiny-
YOLOv4

v f f f 67.49 225 6778 23.5

3

Custom-
CNN Ju
et al.
(2019)

f f f v 68.01 205 6,424 2.8

4
Slim-
YOLO

f f f f 72.11 67 40,786 133.5

5

Tiny-
YOLOv3
(3 output
layers)

f v f f 79.37 189 7,099 35

6

PAN-
based
Tiny-
YOLOv3

f v v f 79.31 142 11,165 54

7

Tiny-
YOLOv3
(3 output
+ dilation)

f v f v 86.43 82.5 19,969 35

8
UWS-
YOLO

f v v v 87.96 67 28,280 54

9
Standard
YOLOv3

f v f f 87.94 35 65,864 235

10
Standard
YOLOv4

f v v f 89.76 38 59,563 256

FPS) due to fewer number of layers. Nonetheless, in terms of detection, it introduced
lot of false positives (357 versus 232) for The PAN-based model. Hence, PAN-based
Tiny-YOLOv3 with better performance (slightly better mAP and less false positives)
was selected for small object detection (Liu et al. 2018a). Dilated convolutions with
similar to that of UWS-YOLO (replacing two last pooling operations with dilated
convolutions and dilation rates of 1,2, and 3) were also added to the backbone of
Tiny-YOLOv3 (3 output layers) for the sake of comparison. The results showed that
the model is more accurate that the other previous models but less accurate (mAP
of 86.43 against 87.96) than UWS. Based on the obtained results, in comparison with
those of other tiny algorithms in the study UWS-YOLO has the highest mAP score
87.96%, which is very imperative in human detectors. The mAP results of UWS-
YOLO at 15,000 iterations and standard YOLOv3 at 25,000 (87.94%) iterations were
almost the same on small human detection. The Standard YOLOv4 is slightly more
accurate (89.76 versus 87.96) than ours approach. However, the standard YOLOv3 and
YOLOv4 are the slowest model (35 and 38 FPS respectively) due to being deeper and
having more parameters and computation. In terms of speed, the other tiny methods
under study are faster than UWS-YOLO (67 FPS); however, UWS-YOLO still fulfill
and maintain the real-time requirement for our use case and it outperforms other
models on small human detection. Considering both speed and accuracy which has
the higher priority in our use case, UWS-YOLO exhibits the best trade-off in small
object detection on UAV-based images. The effect of having an extra output layer
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Figure 4. Average mAPs versus number of iterations for various algorithms.

was also explored by eliminating the third output layer (small objects), the accuracy
dropped from 87.96% to 76.23 % for our dataset. This shows that this setting (having
three output layers) is essential small object detection.

5.3. Model Size

The size of the models results in memory usage. Figure 6 shows average model size
versus average BFLOPS of different K-folds for each model. According to the results,
the standard Tiny-YOLOv3 had the smallest BFLOPS of 5,448 and the model size
of 34MB. The standard Tiny-YOLOv4 had the model size with 23.5 MB, and the
BFLOPS of 6,778. The size of the custom-CNN is (2.8 MB) with 6,424 BFLOPS.
The size of slimYOLO is 133.5 MB with 40786 BFLOPS. The model size of the Tiny-
YOLOv3 (3 output layers) with an extra output layer is 35 MB with 7,099 BFLOPS.
The model size of Tiny-YOLOv3 (3 outputs + dilation) is the same as Tiny-YOLOv3
(3 output layers) with 35 MB but more BFLOPS (19,969 versus 7,099). The standard
YOLOv3 has the biggest BFLOPS of 65,864 with the model size of 235 MB due
to heavy computation. The standard YOLOV4 has the model size of 256 MB with
BFLOPS of 59563. The model size of UWS is 54 MB with 28,280 BFLOPS. Although
Standard YOLOv4 is more accurate than our approach, it has more BFLOS and model
size and does not fulfill the real-time detection requirements we seek for UAV scenarios.
Our approach, however, is accurate enough and does not affect the real-time detection
requirements.
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5.4. Convergence Curve

The convergence curve of the training process was shown in Figure 7 to analyse the
convergence rate. As revealed in Figure 7, the convergence of UWS-YOLO approxi-
mately started from 0.23 and was faster than all the other tiny models. The conver-
gence of YOLOv3 and YOLOv4 were not being significantly different from that of
UWS-YOLO.
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Figure 7. Convergence curve of different algorithms.

5.5. Results with VisDrone2019

Due to our collected dataset being private, we have also compared the effectiveness of
our method with VisDrone2019 as a public dataset suitable for our study. This is due
to the fact that the datasets such as COCO and PASCAL VOC commonly contain
few small objects and suitable for medium or big objects on an image which cause an
imbalance data between objects in different sizes. The AISKYEYE team has collected
the VisDrone2019-DET dataset (Du et al. 2019) consists of 288 videos (261,908 frames
and 10,209 static images) covering 14 different cities in different scenarios including
sparse and dense urban and country environments containing various objects such
as pedestrian, vehicles, bicycles under various weather and lighting conditions. These
frames were manually annotated with more than 2.6 million bounding boxes of the
containing objects. UWS-YOLO was trained with VisDrone2019 and the result was
compared with SlimYOLOv3 (Zhang, Zhong, and Li 2019) and Mixed YOLOv3-LITE
(Zhao et al. 2020) as compact, accurate architectures suitable for UAV applications
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in real-time. As apparent from the results in Table 5, UWS-YOLO has twice the
accuracy of SlimYOLOv3 with the Speed of 67 FPS on our platform (NVIDIA Titan).
The Mixed YOLOv3-LITE is more accurate (28.50% versus 25.80%) and faster (47
FPS versus 23 FPS) when compared to SlimYOLOv3 with the input of 832. However,
the result of our model is more accurate than the Mixed YOLOv3-LITE model even
when trained with the input size of 416 and still maintain the real-time speed. UWS-
YOLO was also compared with FCOS (Tian et al. 2020), CenterNet (Duan et al.
2019), CornerNet (Law and Deng 2018), RefineNet (Zhang et al. 2018) and RetinaNet
(Lin et al. 2020) detectors in Table 6 using VisDrone-DET 2019 (Du et al. 2019). In
terms of FCOS being trained with VisDrone-DET 2019, the accuracy of 28.80 % was
obtained using ResNet50 with resolution 2666 which is less than our approach (29.80%)
with resolution of 416. In terms of CornerNet, the result of 34.12% was obtained with
resolution of 511 using hour-glass backbone. This model is obviously not fast enough
for UAV scenarios. (4.1 FPS with input size of 512 on TitanXp GPU), although it
is more accurate than our approach. Similarly, the result of 41.76 has been obtained
for centerNet (using hour-glass backbone) with speed of 7.8 FPS on TitanXp GPU
which is not fast enough for UAV scenarios. our approach has also been evaluated with
RefineNet and RetinaNet. They both have less mAP and higher input size (512 and
600) compared to our approach.

Table 5. YOLOv3 Results of UWS-YOLO on Visdrone2019 and comparison with SlimYOLOv3
and Mixed YOLOV3-LITE

Performance
Models Input Precision Recall mAP FPS Model Size

(Pixels) (%) (%) (%) (MB)
SlimYOLOv3 416 39.20 23.5 15.70 67.0 79.6
SlimYOLOv3 832 45.90 36.0 25.80 23.0 79.6
Mixed YOLOv3-LITE 832 39.19 37.80 28.50 47.0 20.5
UWS-YOLO 416 67.00 39.0 29.80 67.0 54.0

Table 6. Comparison with different State-of-the-art detectors trained on Vis-

drone2019
Model Backbone resolution Accuracy FPS GPU
FCOS ResNet50 2666 28.80 38 1080Ti
CenterNet Hourglass-104 1024 41.76 7.8 TitanXp
CornerNet Hourglass-104 512 34.12 4.1 TitanXp
RetinaNet ResNet101 600 21.37 5.4 TitanXp
RefineNet ResNet101 512 28.76 40.2 TitanXp

5.6. Results of UWS-YOLO on a low power system

The result obtained from our model was also evaluated on a NVIDIA Jetson Xavier
as an embedded platform to further demonstrate the advantages of our model. The
result is 20 FPS@MAXN and 5FPS @10w on Jetson AGX Xavier on this embedded
system.

5.7. Qualitative results

The detection results of some of the networks has been shown in this study. To achieve
these results, 2 separate unseen testing videos were taken at two different real scenarios,
in an open field in the morning and a cluttered natural environment (vegetation as
distractor) at late evening.
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Figure 8 illustrates the testing result of two randomly elected testing images from
two scenarios base on different methods. Based on the results, it is evident that a
better performance was obtained with UWS-YOLO when compared with the other
Tiny-YOLOv3 models on small objects. Based on the results, all the humans were
missed by standard Tiny-YOLOv3. Furthermore, it is apparent that there are missed
detection incidents on the other Tiny-YOLOv3 models and they did not respond
satisfactorily to all the small humans in the testing images, which is myriad importance
when used in mission-critical use case scenarios such finding missing people or even
criminals. Moreover, a false-positive detection was observed in Figure 8(d) related to
Tiny-YOLOv3(3 output layers) model. According to the results, it is obvious that
YOLOv3, YOLOv4, and UWS-YOLO had a better performance than the other tiny
models when it comes to small human detection. The results obtained with standard
YOLOv3 in evening scenario are the same as that of UWS-YOLO. However, comparing
Figure 8(g) with Figure 8(i) reveals that there is a miss detection by standard YOLOv3
in the morning scenario (the smallest person not being detected) and the performance
of our model even outperforms that of standard YOLOv3. The results confirm the
successful detection of our novel human detection system with no negative detection.

6. Concluding Remarks and Future Work

In this work, we have proposed a new machine-learning-based human detection system
for providing cost-effective human detection from distance on UAV-based images to be
used for the purpose of search and rescue operations with high-accuracy and real-time
detection under natural environments. The proposed detection system modifies the
PANet architecture in the original model and uses dilated convolutions to improve the
accuracy. The proposed model is superior to the other existing models as well as other
compact architectures in the study in terms of accuracy while maintaining real-time
speed. UWS-YOLO has achieved 87.94% of mAP and 67 FPS. The obtained accuracy
is comparable with that of YOLOv3 but at double speed. YOLOv4 is slightly more
accurate (89.76%) than our approach. However, it is slower (38 versus 67 FPS) and
has more BFLOPS. Taking into account a trade-off between accuracy and speed, the
proposed approach shows the best performance in small object detection compared
with the other state-of-the-art approaches. We have also trained UWS-YOLO with
the VisDrone2019 dataset suitable for UAV applications and compared it with two
other compact architectures trained with this model. The results have proved that
the proposed model outperforms the other models. Furthermore, the evaluation of the
results on Jetson AGX Xavier as an embedded system further validated the effective-
ness of the proposed model in resource-constrained platforms. The proposed system
has significantly improved real-time object recognition on UAVs and is expected to
contribute to the wider use of UAV applications such as surveillance and search and
rescue to name a few. In future work, the proposed model will be embedded on portable
devices such as smartphones and will be tested in a real-time UAV scenario.
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(i), (j) Standard YOLOv3. (k), (l) Standard YOLOv4.
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Teutsch, Michael, and Wolfgang Krüger. 2012. “Detection, segmentation, and tracking of mov-
ing objects in UAV videos.” Proceedings - 2012 IEEE 9th International Conference on Ad-
vanced Video and Signal-Based Surveillance, AVSS 2012 313–318.

Tian, Yonglong, Ping Luo, Xiaogang Wang, and Xiaoou Tang. 2015. “Pedestrian detection
aided by deep learning semantic tasks.” Proceedings of the IEEE Computer Society Confer-
ence on Computer Vision and Pattern Recognition 07-12-June-2015: 5079–5087.

Tian, Zeyong, Chunhua Shen, H. Chen, and Tong He. 2020. “FCOS: A simple and strong
anchor-free object detector.” ArXiv abs/2006.09214.

Van Etten, Adam. 2018. “You Only Look Twice: Rapid Multi-Scale Object Detection In Satel-
lite Imagery.” http://arxiv.org/abs/1805.09512.

Wang, Junheng, Zhengjiang He, and Haomin Li. 2018 .
Wang, Panqu, Pengfei Chen, Ye Yuan, Ding Liu, Zehua Huang, Xiaodi Hou, and Garrison W.

Cottrell. 2017. “Understanding Convolution for Semantic Segmentation.” 2018 IEEE Winter
Conference on Applications of Computer Vision (WACV) 1451–1460.

Wang, Xiaoliang, Peng Cheng, Xinchuan Liu, and Benedict Uzochukwu. 2018. “Fast and ac-
curate, convolutional neural network based approach for object detection from UAV.” In
Proceedings: IECON 2018 - 44th Annual Conference of the IEEE Industrial Electronics
Society, dec, 3171–3175. Institute of Electrical and Electronics Engineers Inc.

Xu, Beibei, Wensheng Wang, Greg Falzon, Paul Kwan, Leifeng Guo, Zhiguo Sun, and Chunlei
Li. 2020. “Livestock classification and counting in quadcopter aerial images using Mask
R-CNN.” International Journal of Remote Sensing 1–22.

Yi, Zhang, Shen Yongliang, and Zhang Jun. 2019. “An improved tiny-yolov3 pedestrian de-
tection algorithm.” Optik 183 (February): 17–23.

Yong, Suet Peng, and Yoon Chow Yeong. 2018. “Human Object Detection in Forest with
Deep Learning based on Drone’s Vision.” 2018 4th International Conference on Computer
and Information Sciences: Revolutionising Digital Landscape for Sustainable Smart Society,
ICCOINS 2018 - Proceedings 1–5.

Yu, Fisher, and Vladlen Koltun. 2015. “Multi-Scale Context Aggregation by Dilated Convo-
lutions.” http://arxiv.org/abs/1511.07122.

Yu, Xuehui, Yuqi Gong, Nan Jiang, Qixiang Ye, and Zhenjun Han. 2020. “Scale Match for Tiny
Person Detection.” In The IEEE Winter Conference on Applications of Computer Vision,
1257–1265.

Zhang, Pengyi, Yunxin Zhong, and Xiaoqiong Li. 2019. “SlimYOLOv3: Narrower, Faster and
Better for Real-Time UAV Applications.” In Proceedings of the IEEE International Con-
ference on Computer Vision Workshops, 0–0.

Zhang, Shifeng, Longyin Wen, Xiao Bian, Z. Lei, and S. Li. 2018. “Single-Shot Refinement
Neural Network for Object Detection.” 2018 IEEE/CVF Conference on Computer Vision
and Pattern Recognition 4203–4212.

Zhao, Haipeng, Yang Zhou, Long Zhang, Yangzhao Peng, Xiaofei Hu, Haojie Peng, and Xinyue
Cai. 2020. “Mixed YOLOv3-LITE: A lightweight real-time object detection method.” Sen-
sors 20 (7): 1861.

Zhu, Hanshan, Yayun Qi, Haochen Shi, Ning Li, and Huiyu Zhou. 2019. “Human Detection un-
der UAV: An Improved Faster R-CNN Approach.” In 2018 5th International Conference on
Systems and Informatics, ICSAI 2018, jan, 367–372. Institute of Electrical and Electronics
Engineers Inc.

23


