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Autonomic Protection of Multi-Tenant 5G Mobile Networks against UDP Flooding
DDoS Attacks

Ana Serrano1, Pablo Salvá-Garćıa1, Enrique Chirivella-Perez1, Zeeshan Pervez1, Jose M. Alcaraz Calero1, Qi Wang1

Abstract

There is a lack of effective security solutions that autonomously, without any human intervention, detect and mitigate
DDoS cyber-attacks. The lack is exacerbated when the network to be protected is a 5G mobile network. 5G networks
push multi-tenancy to the edge of the network. Both the 5G user mobility and multi-tenancy are challenges to be
addressed by current security solutions. These challenges lead to an insufficient protection of 5G users, tenants and
infrastructures. This research proposes a novel autonomic security system, including the design, implementation and
empirical validation to demonstrate the efficient protection of the network against Distributed Denial of Service (DDoS)
attacks by applying countermeasures decided on and taken by an autonomic system, instead of a human. The self-
management architecture provides support for all the different phases involved in a DDoS attack, from the detection of
an attack to its final mitigation, through making the appropriate autonomous decisions and enforcing actions. Empirical
experiments have been performed to protect a 5G multi-tenant infrastructure against a User Datagram Protocol (UDP)
flooding attack, as an example of an attack to validate the design and prototype of the proposed architecture. Scalability
results show self-protection against DDoS attacks, without human intervention, in around one second for an attack of
256 simultaneous attackers with 100 Mbps bandwidth per attacker. Furthermore, results demonstrate the proposed
approach is flow-, user- and tenant-aware, which allows applying different protection strategies within the infrastructure.

Keywords: Self-managed Networks, Autonomic Control Loop, 5G Network, DDoS Attack, Multi-tenancy,
Self-Protection

1. Introduction

The preparation of the network to battle against any
forms of cyber-attacks is critical for our society, where
the dependence on technologies is ever-increasing in al-
most all aspects of daily life. Distributed Denial of Service
(DDoS) attacks have caused particular damage to network
infrastructures during the last years [1]. The Mirai attack
took down major websites in 2016 using a massive number
of compromised Internet-of-Things (IoT) devices 2. The
most recent and largest Memcached DDoS attack is the
1.35 terabits amplification attack, which compromised the
Github platform in 2018 3. Since DDoS attacks are be-
coming more complex and ingenious, it is becoming in-
creasingly difficult to detect and mitigate them [2]. This
problem is exacerbated by the challenges imposed by the
novel multi-tenant 5G networks.

For cost saving, most 5G infrastructures have been soft-
warised. It allows to instantiate multiple 5G infrastruc-
tures inside the same physical resources and, typically,
network operators share such physical resources to min-
imise costs in a multi-tenant environment. Virtual tenant

1University of the West of Scotland
2https://www.enisa.europa.eu/publications/info-notes/major-

ddos-attacks-involving-iot-devices
3https://www.wired.com/story/github-ddos-memcached/

networks and tunnelling protocols keep the traffic of each
tenant completely isolated, while their respective users are
supported with mobility. Fig. 1 presents a 5G network
where physical resources are shared through virtualisation
and where the main architectural elements of the 5G ar-
chitecture have been depicted. Both 5G and 4G compon-
ents are illustrated to show their correspondence. It is
worth mentioning the “v” prefix used in each of the ar-
chitectural components refers to the virtualised version of
the corresponding architectural component. Four differ-
ent network segments are shown: Radio Access Network
(RAN), Mobile Edge Computing Network, Core Network,
and Inter-Domain Network. The RAN segment is associ-
ated with the deployment of Distributed Units (DUs) or
Remote Radio Heads (RRHs) on top of buildings, towers,
etc. The Mobile Edge Computing Network (MEC) seg-
ment is associated with the last mile where traditional
Commercial-off-the-Shelf (COTS) computers are allocated
to process data close to the final user and where architec-
tural elements such as Central Units (CUs) or Base Band
Units (BBU) are allocated, especially when a Cloud-RAN
MEC deployment is employed. The Core Network seg-
ment is where the main parts of the 5G Core Network
are deployed and where the access for the user to other
networks is provided. Fig. 1 represents the 5G architec-
tural elements deployed in the Core Network: Authen-
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Figure 1: Overview Architecture of a 5G multi-tenant infrastructure.

tication Server Function (AUSF), Unified Data Manage-
ment (UDM), Access and Mobility Management Function
(AMF), Session Management Function (SMF) and User
Plane Function (UPF). Kim et al. [3] provide a compre-
hensive description of the different architectural elements
envisioned in the 5G architecture. Moreover, different ten-
ants/operators are depicted with different background col-
ours and isolated through independent overlay networks to
ensure multi-tenant traffic isolation.

This multi-tenant 5G infrastructures makes the struc-
ture of network flows dynamic across the different net-
work segments, specially when the multi-tenancy capabil-
ities have been extended to the edge of the network. This
imposes a significant challenge for human administrators
when they endeavour to detect DDoS attacks, since these
may be hidden inside overlay networks. This challenge
has already been suggested by Neves et al. [4], indicat-
ing that it is vital to develop novel sensors and actuators
to achieve an autonomic self-protection system in a 5G
network, which are able to work in a multi-tenancy and
mobility environment and which is far beyond the state of
the art, where current sensors and actuators are designed
for traditional IP networks. Additionally, once DDoS at-
tacks are detected, tracking the flows across different net-
work segments until the best place to mitigate such attack
is found and understanding what type of rules should be
applied to mitigate such attack according to the encap-
sulation protocols associated with such network segment
are not trivial tasks, owed to the dynamic nature of the
encapsulation protocols available within these networks.
Current Intrusion Prevention Systems (IPS) are designed
to work in a centralised way with defined static counter-
measures, without providing support for such encapsula-
tion protocol. Furthermore, countermeasures should be
implemented by different actuators, which are placed in
different network locations to enable a distributed mit-
igation of attacks, as an approach to dealing with the
foreseen scalability of the attack, owed to the increase of

the network speed and number of devices connected to
the 5G network. These countermeasures should be en-
forced on real-time and based on an up-to-date state of
the network and the foreseen impact of the attack deal-
ing with such continuous changes to the packet structure,
therefore imposing significant challenges in the automation
of the mitigation strategy. The automation of this self-
protection system would reduce human interventions and
the response times of the system, which are the primary
causes of service disruption in network environments, in
favour of a cognitive and self-managed network.

The main contribution of this research is the design,
prototyping, and validation of a self-management con-
trol loop to self-protect a multi-tenant 5G infrastructure
against DDoS attacks without human intervention to over-
come the challenges imposed by the 5G network previ-
ously described. To achieve such a system, several archi-
tectural components have been designed and prototypes
and several innovations have been implemented on such
components until a fully operational system is possibly
achieved. The following contributions and innovations to-
wards the protection of future generation computer net-
works are achieved in this work. First, current intrusion
detection sensors (IDS) have been extended with detection
capabilities over malicious flows contained in the 5G over-
lays networks for multi-tenancy and user mobility. Second,
a novel network flow controller has been provided to act
at any point across the data path, regardless of the dy-
namic structure of the flow structure and which is partic-
ularly suitable for MEC infrastructure where the network
segment between Edge and Core expose a nested overlay
network. Third, DDoS mitigation without collateral dam-
ages has been achieved as a result of the development of
the autonomous system in charge of making decisions re-
garding the events and metrics gathered from IDS sensors.
Without these three contributions, it would not be possible
to act over this kind of fine-grained overlay flows, ending
in situations where all the traffic within the same network
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Table 1: Summary of related work

Topology Aware Multitenancy
support

Mobility
support

Fine-grained
mitigation

Distributed
mitigation

Yan et al. [5] 7 7 7 7 7
Hyun et al. [6] 7 7 7 7 7
Hu et al. [7] 7 7 7 7 7
Sahay et al. [8] 7 7 7 7 3
Ayoubi et al. [9] 3 7 7 7 7
Adat etl al. [10] 7 7 7 7 7
Bhunia et al. [11] 7 7 7 7 7
Ozcelik et al. [12] 7 7 7 7 3
Giotis et al. [13] 7 7 7 7 3
Burahohain et al.[14] 7 7 7 7 3
Morales et al. [15] 7 7 7 7 3
Wang et al. [16] 3 7 7 7 3
This contribution 3 3 3 3 3

segment is dropped during the attack and that affects
other legitimate 5G users. Fourth, the proposed archi-
tecture separates the locations, where both detection and
migration are carried out, allowing us to provide a distrib-
uted mitigation approach where the attacks are stopped in
multiple places, allowing our cognitive autonomous system
to take decisions on where to mitigate such attacks. Fi-
nally, the novel algorithm used in the autonomous system
to determine where to perform the mitigation is a contri-
bution to the state-of-the-art systems where the cognitive
framework can determine the locations where the attacks
should be stopped and the approach for the same to min-
imise the potential impact for the users. The proposed
approach can take fine-grained decisions at the user-level,
tenant-level, and flow-level. Based on the listed contribu-
tions, this work represents, to the best of our knowledge,
the first autonomic network management framework cap-
able to auto-protect large-scale 5G telecommunication in-
frastructures against massive DDoS attacks.

The rest of the paper is organised as follows. Section 2
presents the related work with different approaches to the
detection and mitigation of DDoS attacks and cognitive
networks. Section 3 describes the approach of this work
by presenting the design and architecture towards a self-
protected multi-tenant 5G network. Section 4 presents
the performance evaluation of the proposed framework.
Section 5 concludes the paper along with the future work.

2. Related Work

The Architecture working group of the 5G Infrastruc-
ture Public Private Partnership (5G PPP) has highlighted
three features for a defence mechanism to be included
within a 5G network [17]. First, multi-tenancy should
be supported. Second, the novel mechanisms should be
able to self-adapt to any changes that may occur in the
network topology. Third, a short reaction time against
events is required. Thus, the overhead added by the de-
tection and mitigation system should not affect the overall
performance of the network.

In recent years, some mechanisms have been proposed
to defend against DDoS attacks. Despite the considerable

number of published works related to the detection and
mitigation of DDoS attacks, no defence system supports
the aforementioned features. Therefore, those defence sys-
tems cannot achieve an effective defence for protecting
users, tenants, and infrastructure in 5G multi-tenant net-
works with points of presence in the edges of the network.
Some studies cover the complete detection and mitigation
loop, while others are focus on either detection or mitiga-
tion. This related work is focused on those research works
that provide a complete closed autonomous control loop.

Table 1 compares the key features addressed in this con-
tribution with respect to the relevant existing works to
clearly identify how our contribution goes a step forward.
The analysis presented in Table 1 has led to the identi-
fication of some gaps in the literature. First, most exist-
ing works are not self-managed control loop solutions and
still need human support to make decisions on the coun-
termeasures to mitigate attacks [6]. Thus, long reaction
times might end in dramatic high impact consequences
such as substantial service disruption. Second, most solu-
tions simply protect end hosts and do not provide protec-
tion at all the levels of users, tenants, and infrastructures.
This is due to the lack of flow monitoring and control cap-
abilities along the whole data path, to be able to act at
different levels of granularity. Third, most proposed solu-
tions are centralised defence mechanisms with an interface
to the mitigation system [7] [8]. However, a superior ap-
proach for DDoS attacks, mitigation would be a distrib-
uted defence system [18], with multiple mitigation point
locations differentiated. Fourth, most solutions are val-
idated for a very particular topology and infrastructure
(usually, a traditional IP network [7]). However, a cog-
nitive management control loop should be aware of the
network topology to understand where alerts are raised
and where actions should be applied. Finally, the state-
of-the-art regarding sensors and actuators is not ready to
support 5G networks, since they do not consider multi-
tenancy isolation and mobile users, which are key features
in 5G [5] [6] [9] .

As highlighted in Table 1, the self-managed protection
approach for 5G networks presented herein expose a signi-
ficant number of innovations. First, it is aware of the topo-

3



Figure 2: Flow shape changes across the path.

logy of the network and thus allows both distributed mit-
igation and spatial decisions. Second, supports user mo-
bility and multi-tenant traffic isolation in both detection
and mitigation even in the edge-to-core network segments
which impose a nested encapsulation of network protocols.
Moreover, it also allows to conduct different levels of mit-
igation by stopping the traffic at flow level, user level, and
tenant level.

3. Towards a self-managed protection architecture
for 5G Multi-tenant Networks

The proposed architecture is explained in detail in the
subsequent sections. First, the characteristics of 5G net-
work traffic are introduced. Second, an overview of the in-
tegrated self-managed control loop architecture is presen-
ted. Finally, all the components and their main innova-
tions are explained in different subsections: Security Mon-
itoring Agent (SMA), Decision Maker, Action Enforcer,
and Flow Control Agent.

3.1. Dynamic 5G Traffic
Any flow transmitted end to end in a 5G infrastructure

changes its structure across its data path. Fig.2 shows
the packet structure across the data path. A first encap-
sulation such as Virtual Extensible Local Area Network
(VxLAN) or Generic Routing Encapsulation (GRE) allows
isolating multi-tenant traffic and is especially relevant in
MEC architecture where multi-tenancy is pushed to the
end of the network. A second encapsulation such as GPRS
Tunnel Protocol (GTP) is used to allow end users’ mobil-
ity. Most current solutions [6] [8] [16] [13] are focused on a
pure IP network, instead of a real 5G multi-tenant network
as used in this work. To the best of our knowledge, this
work presents a first substantial effort to protect large net-
work infrastructures using real 5G multi-tenant network
traffic. The proposed architecture is validated against this
5G network traffic to overcome associated challenges, such
as multi-tenancy, mobility, and self-adaptation to topology
changes. The impact of the change of the flow structure

regarding overhead on performance is investigated through
empirical experiments in Section 4.

3.2. Self-Protection Autonomous Control Loop
The architecture of the self-managed control loop pro-

posed is shown in Fig. 3. It depicts mobile users performing
a DDoS attack. There are two networks drawn in this fig-
ure: data and management networks. The data network
is used for user communications. Management network
interconnects all components of the self-managed control
loop for management purposes. These are as follows: 1)
Security Monitoring Agent (SMA), Decision Maker (DM),
Action Enforcer (AE), and several 5G flow control agents
(FCAs) deployed in different parts of the network. They
are interconnected using the RabbitMQ 4 message bus.
Each step of the self-managed loop is labelled with a num-
ber in the figure, from 1 to 6, and will be detailed below.

The users of Fig. 3 belong to different tenants, and some
of them have been infected to launch an uplink attack,
which is represented in step (1). Traffic sent by them
passes through both vBBUs/vCUs in the edge of the net-
work and virtual Serving Gateway (vSGW)/vUPF in the
core of the network on its way to the victim. Each of those
physical locations where virtual machines are location has
an FCA installed, used as a 5G actuator to mitigate at-
tacks. The next step (2) mirrors all the traffic passing
through the internal switch that interconnects the edge
and core network segments to the security service machine.

Both Snort and a Security Monitoring Agent (SMA)
have been deployed in this security service machine. Snort
performs signature-based detection of malicious traffic and
send such alerts to the SMA, which extends Snort capabil-
ities by adding the required 5G and multi-tenant metadata
to the alert allowing fine-grained mitigation of the attack.
To achieve this purpose, SMA performs the packet clas-
sification of the multi-tenant 5G malicious flows. Step
(3) takes place when the SMA raises the enhanced alert

4RabbitMQ is available at https://www.rabbitmq.com/
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Figure 3: Functional flow of the proposed architecture

message to the Decision Maker, which takes a decision.
The decision depends on the type of attack, the number
of alerts received, and the strategy defined by the admin-
istrator of the infrastructure. The decision taken includes
what to do (drop, forward or redirect) and where to do it
(close to the source, close to the destination, at n hops of
the source, or at n hops of the destination). Such decision
is sent to Action Enforcer (AE) (see step (4)). AE has
the current topology of the network in real time, extrac-
ted from the SDN controller deployed to control traffic.
Thus, AE converts the decision it into an implementable
plan enforceable in concrete locations of the network. The
plan is composed by a set of Intents (see step (5)). These
are sent to the specific FCA component that will perform
the action in step (6). To send the intent to a specific
location, the architecture employs a topic-based message
bus where the routing key is used to determine the specific
receiver of the request.

Close to the source of the attack and close to the des-
tination/victim are key locations to perform the attack
mitigation. If the decision is to act close to the source of
the attack, the action is carried out by the concrete FCA
deployed in the BBU where the attack to be blocked is
coming from. If the decision is to act close to the des-
tination of the attack the action would be conducted by
an FCA deployed in the server represented as SGW/UPF
in Fig. 3. Each deployed FCA is able to stop the flows re-
lated to the attack that passes through the data path under

their control with minimised impact on the infrastructure,
as a result of the fine-grained network control prototyped
of this component, able to deal with both multi-tenant
traffic and 5g user traffic. It is noted that the actuators as
a whole can deal with the distributed nature of the attack
and then share the responsibility of mitigating the attacks
among them. The splitting of such responsibility is per-
formed by the AE component. Each of the components in
the self-managed control loop is explained in details in the
following subsections.

3.3. Security Monitoring Agent (SMA)
This SMA sensor has been built as an agent that extends

current IDS capabilities. An Intrusion Detection System
(IDS) is combined with a 5G traffic classifier to obtain
the information about tenants and 5G subscribers needed
to provide concrete and effective fine-grained mitigation
actions. The capabilities and performance of this sensor
are detailed in [19].

For the empirical validation of the proposed work, Snort
is selected as the IDS to be extended with SMA agent to
provide the new detection capabilities in overlay networks.
However, the SMA has been integrated with the Unified2
defacto standard format 5, which is a common and open
output format for IDS, supported for example in Snort,

5Unified2 specification is available at
https://www.snort.org/faq/readme-unified2

5



Figure 4: Stopping an attack whilst protecting legitimate traffic from a user (traffic captured in a BBU).

Suricata, and Zeek/Bro 6. Thus, Snort can be replaced
by any other IDS that provides United2 as output format.
Relying on an existing IDS, this architecture will provide
support for any adversary model that is current supported
by such IDS in terms of attack detection.

The main goal of this module is not to enhance the
accuracy of the IDS in terms of false positives and false
negatives. In fact, it fully relies on the detection accur-
acy provided by the IDS being utilised. Depending on the
use case or attack type being signature-based or anomaly-
based, the IDS could suits better than others; this was the
main motivation to make the IDS implementation plug-
gable. SMA module, instead, enhances the accuracy of
the detection in terms of the fine-grain identification of
the source of the attack with a multi-tenant 5G network,
providing more accurate knowledge of the source of the
attack adding information about both the 5G user and
tenant.

SMA has been designed and prototypes with three main
software components:

IDS Reports Reader : It retrieves events and statistics
coming from the IDS. A plug-in approach has been de-
signed to allow working with different IDS.

SMA Flow Classifier : It extracts both tenant and user
mobility metadata related to the malicious payload. All
such information come from the Unified2 alert. Such an
alert includes the packet itself in binary format. That bin-
ary representation is parsed and mapped into the SMA
data model. Afterwards, a 5G multi-tenant flow classi-
fier extracts the metadata existing about overlay networks,
which is needed in the decision-making and mitigation
stages. This 5G classifier enables finding and classifying
specific data contained in the packet, beyond the tradi-
tional header. With this data-driven approach, it is pos-
sible to provide a transversal detection of attacks, since
it dissects any overlay network and can thus identifying
who is being attacked. Thanks to the support provided

6The Zeek Network Security Monitor is available at ht-
tps://www.zeek.org/

for nested encapsulation and for all the protocols used in
the communications between edge and core networks, this
component also allows the detection of attacks in all the
network segments of the infrastructure (see Fig.1).

SMA Alert: It builds and sends the alert messages in
JSON (JavaScript Object Notation) format including in-
formation about the flows, overlay networks, attack type
detected by the IDS, and the exact point (network seg-
ment, network equipment, interface, flow direction, etc.)
where the attack has been detected.

3.4. Decision Maker
The Decision Maker produces a decision indicating what

to do (e.g., drop, redirect or mirror the flow) and where
to do it, (e.g., close to the source (of attack), close to
the destination (of attack), at n hops of the source, or
at n hops of the destination). Such selection is currently
implemented employing a policy-based engine that allows
administrators to automate the decision-making task. A
different strategy can be defined by administrators for each
type of attack. In the case of a DDoS attack, the action
to perform is DROP the malicious flows, and the place to
act is as close to the source as possible.

Fig. 4 depicts the traffic of a regular mobile user that has
been infected in a DDoS attack. It shows several traffic
types that have been simultaneously sent: video stream-
ing, radio streaming, and a VoIP call. At the same time, an
attack is generated from the same user and is shown in the
figure as the flow with the highest packet ratio. The figure
illustrates how the decision taken (see label A) has ended
with only the flow related to the attack being dropped
in the BBU (close to the source). Therefore, the other
streaming services have not been affected. Consequently,
the user would not even notice the attack or the reaction
of the system.

3.5. Action Enforcer
When the strategic decision has been taken, it is neces-

sary to refine such a decision into a concrete set of ac-
tions that are implementable in the managed 5G system
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Figure 5: Example of an iptables rule executed in one BBU to DROP every packet of a flow that belongs to double encapsulated traffic

to mitigate the attack. For this purpose, the AE com-
ponent receives the decision and translates it into specific
actions to be performed over the infrastructure. The ac-
tions (what to do) indicated in this control loop are ele-
mentary actions so that they can be directly implemented
within the system. However, the location needs to be re-
fined according to the strategy indicated in the decision
(e.g., close to the source (the attacker) or close to the des-
tination). The AE maintains the topology of the network
in real time achieved by performing a periodic inventory
of the network ports and on the forwarding tables of all
the L2-capable devices of the data path. Both topology
and L2 forwarding tables allow the AE to correlate the
information related to the malicious flow reported in the
decision with such forward tables to understand where (in
which network ports) the attack is happening in the net-
work and from this information identify the closest to the
attacker based on ageing of the forwarding entries. Thus,
the location strategy (e.g., close to the source, close to
the destination) is converted into a specific location (e.g.,
PC1-E345/eth0) referring to an exact point of the phys-
ical infrastructure. The algorithm for the calculation of
the location is explained in this subsection. The role of
the action enforcer is the following:

First, to discover that the actuator has the capability to
conduct such action (DROP) over such FLOW.

Second, to discover the location of the actuator that
should enforce the action to accomplish the countermeas-
ure to the cause of the alert, in this case, a DDoS attack.
The AE has to discover which BBU is receiving this flow
and choose where the action should be conducted by a
suitable FCA. The AE has access to the inventory of the
flows along the data path (reported by SMA) so that it
has an instance of this flow for every reference point and
the exact structure of the malicious flow at each point of
its path. This information is used to change the original
structure of the flow reported by the decision into a con-
crete one that may have (or not) been changed due to
the overlay nature of the network. Furthermore, the AE
can calculate the exact location of the action because it
has access to the forwarding database (FDB) table that is
used by Layer 2 devices to store the MAC addresses that
have been learned in each port. The exact location of the
action is decided in accordance with the metrics associ-
ated to the resources of such network port. In case of a

Algorithm 1: Algorithm to find location
input : affected flow sample
output: location to act over affected flow
while locationF ound 6= true do

/* iterate over all flow samples */
for each f ∈ flowInventory do

/* iterate over all ifaces for f */
for each i ∈ ifacesInventory do

/* iterate over all fdb entries */
for each fdb ∈ fdbInventory do

if
(

ft.flowId = affectedF lowSample.flowId and

ft.referenceP ointId =
affectedF lowSample.referenceP ointId and
ft.referencepointId = iface.id and

i.getId = fdb.deviceP ortId and
(

fdb.mac = ft.srcMac

or fdb.mac = ft.srcOutMac or i.mac = ft.srcMac or

i.mac = ft.srcOutMac

))
then

device←− iface.device;
if CurrentRulesInstalled < MAX RULES then

targetF low ←− flow;
targetiface←− iface;
return location;

else
if Intent was close to source then

get a sample of this flow in a further location;
else

get a sample of the flow in a closer location;

DDoS attack, the strategy defined is acting as close to the
source of the attack as possible. The metric used in this
case is the number of rules already applied in each network
port. From empirical results published in [20] a maximum
of 4096 rules is allowed in a software switch. If this limit
has already been reached, the next closest location will be
calculated, and so on. An explanation of the algorithm
follows to calculate where to enforce the action is depicted
in pseudo-code in Algorithm 1.

3.6. Flow Control Agent
The FCA is an agent to expose network traffic control

functionality. Every computer part of the infrastructure
should have an FCA agent installed to control network
traffic between physical and virtual machines. It is noted
that there are already exist defacto agents for resource
monitoring and inventory (such as SNMP agents), flow
monitoring (such as NetFlow agents), and network control
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(such as OpenFlow agents). Such agents exist for years.
However, some other parts of the computer do not yet have
an agent to expose their functionality to the management
plane (e.g., iptables and traffic control for the software
data path). In this work, an FCA exposes such capabilities
with two different aims: 1) to allow distributed mitigation
and 2) to allow a protocol-agnostic API compatible with
all these different implementations of the data path. Open-
Flow will not work for 5G networks as it is; this has been
the main reason for using the FCA in this approach until
the standard provides this functionality. The northbound
interface of the FCA provides a technology-independent
interface and provides an alternative southbound imple-
mentation. As one of the southbound implementations,
the FCA has been designed to provide modular filtering
options implementing Netfilter 7, which allows using a set
of hooks inside the Linux kernel to provide callback func-
tions for every packet that traverses the respective hook
within the network stack. The complexity of the rules en-
forced depends on the enforcing point, whether it belongs
to an overlay network or not, as well as on the protection
strategy defined, as will be shown in section 4.

Fig.5 shows an example of the iptables rule defined by
an FCA that has received the Intent produced by the AE
to drop a flow that is part of a DDoS attack. The figure
shows how the rule includes information about the tenant
and user so that only a specific flow will be dropped in the
compute where the FCA is deployed. This fine-grained
approach means a significant advance for protecting users,
tenants, and infrastructures simultaneously.

The distributed nature of the FCAs listening for Intents
is a natural way to deal with the distributed nature of the
DDoS by performing distributed mitigation of the flows
in key location points in the network (e.g., close to the
source), to protect the infrastructure against unnecessary
flooding along any of the network segments.

4. Validation

The purpose of the experiments is to validate the effect-
iveness of the proposed autonomous control loop for 5G
multi-tenant networks. Three key features must be valid-
ated: First, the support for multi-tenancy and 5G mobile;
Second, the self-adaptation to any changes that could oc-
cur in the network topology; Third, acceptable reaction
time of the autonomous control loop in case of a DDOS
attack.

4.1. Attack Description
For an empirical validation of the presented architec-

ture, it has been decided to use a UDP flooding attacks
[18], coming from 5G users and passing by the 5G multi-
tenant network, as an example to showcase the capabilit-
ies of the architecture. However, the authors are confident

7Netfilter project is available at http://www.netfilter.org

that this architecture will work for any attack that can
be detected by the IDS deployed (e.g., Suricata or Snort).
The main purpose of this attack is to overwhelm random
ports on the targeted host. The targeted host checks for
applications associated with these datagrams and when no
application is found, it sends back an ICMP Destination
Unreachable packet. As more and more UDP packets are
received and answered, the system becomes overwhelmed
and unresponsive to other clients. Thus, for a vast amount
of UDP packets, the host resources become fully exploited,
which could lead to the inaccessibility of services. The be-
haviour of the attacker has been considered constant over
time in some aspects and variable in others. The vari-
able features considered are the bandwidth of the attack
and the number of bots that compose the botnet. These
features are essential when defining the DDoS adversary
model since they indicate the magnitude of damages. Since
the UEs are distributed among different edges of the net-
work, this attack is a distributed one. The maximum num-
ber of bots in these experiments has been marked by the
limitation of running the experiments in the same machine.
Bonesi 8 has been used for the emulation of the UDP flood-
ing attack (i.e., attacker tool). For the experiments in this
work, the attacker tool is installed in each UE. Experi-
ments generate UDP flooding traffic with different packet
rates and payload sizes to obtain attacks with different
bandwidth (12.5, 25, 50, and 100 Mbps per users).

4.2. Validation testbed
To validate the proposed architecture and prototypes,

Common Open Research Emulator (CORE) 9 is employed
as a Kubernetes-like large-scale container-based deploy-
ment tool. CORE provides an Infrastructure-as-a-service
(IaaS) stack to allow the deployment of a large number
of UE nodes to generate UDP Flooding Attacks in dif-
ferent 5G topologies using containers. Once the scenario
of the infrastructure is created, our multi-tenant network
control configures the OpenVSwitch 2.9 with VXLAN for
tenant isolation and deploys SGSNEmu to create LTE/5G
User Equpment (UE) connections to the 5G network using
GTP allowing the emulation of user mobility. To clarify,
this architecture has been validated against a fully opera-
tional 5G multi-tenant infrastructure where eight real UEs
are connected to the 5G infrastructure using OpenAirInt-
erface 10 stack. To scale up to 256 UEs, we have decided
to emulate the rest of devices.

Different scenarios such as the one shown in Fig. 6 have
been generated and executed, to test the scalability and
flexibility of the proposed autonomous control loop. All
scenarios share a common base topology composed of two

8BoNeSi: DDoS Botnet Emulator is available at
https://github.com/markus-Go/bonesi

9Common Open Research Emulator (CORE) is available at
http://www.nrl.navy.mil/itd/ncs/products/core

10OpenAirInterface is available at
http://www.openairinterface.org/
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Figure 6: 64 mobile users (UE-n) are attacking the same victim “SERVER-69” and the attack is being stopped by the self-managed loop
presented in this paper.

networks: one data path network, and one management
network. In Fig. 6, the data network is represented in red
and the management network is represented in green. The
management network connects the nodes that contain the
modules that compose the self-managed control loop, spe-
cifically SMA, Decision Maker, AE, and FCA actuators.
The FCA is deployed in all the BBUs of each scenario
as well as in each SEDGER-n where the SGW/UPF is de-
ployed to enable to conduct actions close to the source and
the destination of the attack respectively. Fig. 6 shows an
example of a scenario with 64 UE nodes, represented by
mobile devices which act as attackers. Those UE nodes
are connected to an RRH and mobility between antennas
is emulated to achieve a realistic 5G/LTE network without
the need to purchase all the UEs for the experiment. A
BBU can be shared by different RRHs, as shown in Fig. 6
where there are 16 RRHs for four BBUs. The BBUs are
connected to the core network through a 1Gbps bandwidth
link. On the right centre of the figure are the victims of
the attacks, represented as servers. In the case shown in
the Fig. 6, the attack involves all the UE nodes attacking
the same victim at the same time, labelled as SERVER-
69. All the traffic that passes through the data network
is mirrored to the security service node that contains the
SMA, labelled as SNORT node, to intercept and analyse
the traffic between the edge and the core network seg-
ments. Therefore, all the traffic passing through the nodes
named as CEDGER-[1,4] in Fig. 6, is mirrored to the node
named as SNORT using predefined static iptables rules.
Thus, Snort is configured to trigger an alert in the case
of an attack and then processed by the SMA. CEDGER-
n nodes that represent the edge segment are connected

through a CENTRAL node to the core segment, which
is represented by the nodes named as SEDGER-[7,11,12].
Then, the victims are located in a different server named
as SERVER-[69,70].

The scenarios have been executed on an Intel Core i7
CPU 4.20 GHz, 32GB RAM hosting a Virtual machine
with 16GB RAM and 4 cores, and Linux 4.12 Kernel. To
evaluate the system, the reaction time has been measured
in different scenarios. For that purpose, the overhead in
milliseconds has been measured from the moment where
Snort has triggered the alert to the moment when the at-
tack is stopped. All the results have been executed with
the same Snort configuration, which imply, the same rules
and threshold configurations for consideration. Different
packet rates, bandwidths and number of encapsulations
have been executed. For a specific experiment, every UE
node has a different source and destination IPs have to
correspond to the ones defined for each attacker and vic-
tim.

4.3. Functional Validation Results
It is necessary to protect the network against attacks

in all the network segments of the 5G multi-tenant net-
work. This work considers a tenant/operator as each of
the Communication Service Providers that share the same
physical infrastructure that belongs to an Infrastructure
Service Provider. Acting at flow level has less impact on
the quality of service of the shared infrastructure since
this strategy avoids any collateral damage to the infra-
structure. The user that was sending the flow is not even
affected by the decision taken and only the malicious flows
are dropped. At the same time, this fine-grained approach
is less scalable. However, acting at the user level has a
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Figure 7: Traffic Captures of 4 users passing through the same BBU. Two users belong to tenant A and twp to tenant B. Rows named as
Un Tx, which means user n of tenant x. The first user is always the one who sends the attack. a) stopping the malicious flow (Flow Aware);
b) stopping every flow of the user that is sending the attack (User Aware); c) stopping all the flows from all the users of a tenant (Tenant
Aware).

higher impact, since it affects all the traffic of a specific
user, although, at the same time, it avoids collateral dam-
ages for the rest of the users connected to a BBU or that
belong to a specific service provider. Finally, acting over a
complete tenant is a very drastic decision and has a very
high impact since it would affect all the traffic on that
tenant.

The scenario shown in Fig.6 has been used in this experi-
ment. An attack is sent from different UE nodes belonging
to different tenants to the same victim. The traffic passing
through the BBU-2 node shown in Fig. 6 is shown in
Fig.7. To be concrete, the traffic from UEs 1-4 are passing
through this BBU-2. UE-1 and UE-2 belong to tenant
A (TA), while UE-3 and UE-4 belong to tenant B (TB).
Only UE-1 is sending malicious traffic as the purpose is to
validate the different ways to protect the network. Both
TCP and UDP traffic is generated from all UEs. UE-1
traffic also contains the malicious UDO flooding attack.

Fig. 7 shows the results of the experiments to test the
capability of the system to detect and mitigate a UDP
Flooding Attack at three different levels of granularity.

The three columns available in Fig. 7 ( Fig. 7(a), Fig. 7(b)
and Fig. 7(c)) represent a different levels of granularity in
the mitigation decision and each row represents each of
the four UE nodes analysed in the experiment.

In Fig. 7(a), the system decides to stop the attack close
to the source by dropping just the malicious flow. By
using the hash of the Flow Id associated with the malicious
flow, TEID 1, and VNID A, the system is capable to stop
the exact malicious flow seamlessly. The only malicious
flow shown in U1 TA is indicated in the plot by an arrow
and shows the highest packet rate. Label A indicates the
moment the decision is enforced into the FCA. It is noted
that on time A, the malicious flow is stopped in UE1.
The rest of the flows of UE1 are not stopped. The same
happens to all the traffic of the rest of the users. (see
in Fig. 7 how the attack affects the rest of the traffic),
although when the attack is stopped the user would not
have realised that an attack was sent from his/her device
and that any flow has been dropped.

In Fig. 7(b), the system decides to drop close to source
all the traffic from the user that is sending the attack. By

10



12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

12
.5 25 50 10
0

0

200

400

600

800

1,000

1,200

2 4 8 16 32 64 128 256
BW

Attackers

m
ill

is
ec

on
ds

SMA
DM
AE

FCA

Figure 8: Results of the reaction times of the proposed solution for the different number of simultaneous attackers and different bandwidths

using the TEID 1 and VNID A, the system can stop all
the traffic from that user, without affecting the rest of the
users of that tenant. The figure shows how all the flows
coming from UE1 have been dropped at time A onwards,
but not the ones from UE2 that belongs to the same tenant
A the ones from UE3 and UE4 that belong to tenant B.
Thus, in a real scenario where the attacker has infected
UE-1 and persists in the attack by changing its signature,
the Decision Maker will conclude to drop all the traffic of
this user to avoid collateral damage to the infrastructure.
With this mitigation of the attack, this user, and only this
one, would be affected cutting its own traffic, but the rest
of the legitimate users would not notice any notable change
in the behaviour of the network.

In Fig. 7(c), the system decides to stop all the traffic
coming from a tenant. By using the VNID A, all the traffic
coming from the tenant can be dropped. The figure shows
how all the flows of the users of tenant A, which are UE1
and UE2 that have been dropped at time A onwards. How-
ever, the traffic of the users of tenant B, UE3 and UE4,
is not affected by the countermeasures carried out by the
system.

The previous experiments demonstrate how the solution
presented is able to provide a self-managed defence sup-
porting 5G multi-tenancy and overlay networks.

Table 2: Topologies definition by node types per scenario
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2 2 1 1 1 2 1 1
4 2 1 1 2 2 1 1
8 2 1 2 2 2 1 1
16 5 2 2 2 2 1 1
32 5 2 2 4 2 1 1
64 9 2 4 4 2 1 1
128 17 4 4 4 2 1 1
256 33 8 4 4 2 1 1
256 17 4 4 4 4 1 1
256 33 8 4 4 2 1 1
256 65 16 4 2 2 1 1
256 129 32 4 2 1 1 1
256 257 64 4 1 1 1 1

4.4. Scalability and Flexibility Results

To demonstrate the scalability and flexibility of the ar-
chitecture proposed, the first set of experiments analyse
the influence of the number of attackers in the reaction
time of the autonomic control loop with no human in-
tervention as well as the bandwidth of the attack. The
second set analyses the influence of the complexity of the
flow structure and the number of attackers in the reaction
time. The third sets analyse the influence of the complex-
ity in the topology of the network by fixing the number
of attackers and complexity of the flow structure to the
highest values of the last two experiments (256 attackers
and double encapsulation).

The network scenarios used for the experiments are rep-
resented in Table 2. It shows the number of nodes for each
type (UE, RRH, BBU, CEDGE, SEDGE, and SERVER),
following the same connections scheme as the one depicted
in Fig.6. The two columns in the left show the number of
attackers and actuators for each scenario. The first eight
rows of this table correspond to the scenarios used for the
first and second sets of experiments, while the five remain-
ing ones correspond to scenarios used in the third sets of
experiments. At the same time, different input traffic vari-
ants have been used as the source of the attack. The vari-
ants are the complexity of the structure of the packet sent
and the bandwidth of the attack.

For a better understanding, the time sequence has been
divided into the sub-tasks involved in the autonomous con-
trol loop and measured in the experiments. Thus, the
SMA time reflects the time from receiving the Snort event
until the Alert is sent through the management network;
the Decision Maker time is the time from receiving the
Alert until the Decision is sent; the AE time is the time
from receiving the Decision until the Intent is sent; finally,
the FCA time is the time from receiving the Intent until
the rule is first matched so the attack is mitigated and
the Action from the FCA is sent to inform such Intent
has been already enforced. All results are represented in
stacked bars where each colour represents the time inves-
ted by one module of the self-managed loop: SMA, De-
cision Maker (DM), Action Enforcer (AE), and FCA.
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Figure 9: Results of reaction time of the proposed solution for different number of simultaneous attackers and different levels of encapsulations

4.4.1. Results by attack intensity and number of attackers
Fig. 8 shows the reaction time of the self-managed loop

ranging different attack bandwidths to compare the res-
ults under different stress conditions directly related to
the intensity of the attack to measure the scalability of
the system. The stacked bars show the time invested by
each component to conduct its function. From bottom to
top, the fragments correspond to the SMA, the Decision
Maker, the AE, and the FCAs. It is noted that the time in-
vested by the decision maker is inappreciable in the figure
for all the scenarios analysed, being always a maximum of
two milliseconds.

Bandwidth ranging from 12.5 to 100 Mb have been used
for the experiments with GTP over VxLAN to use the real
traffic passing between BBU and UPF in a multi-tenant 5G
architectures. Fig. 8 shows that the system gets more and
more saturated when the number of attackers is increased.
The more attackers there are, the more flows the system
have to manage. However, the execution time to detect,
respond and mitigate the attack is directly proportional to
the increase in the bandwidth of the attacks. These results
prove the scalability of the system regarding bandwidth.
It is noted that in the most stressed scenario 256 attackers
at 100 Mbs are generating an attack of 25.6 Gb/s running
on an environment with 256 containers allocated only in
one physical machine, which is a very reasonable validation
of scalability results and even under such stress levels the
response time of the complete self-managed loop is less
than 1.2 seconds.

4.4.2. Results by flow complexity and number of attackers
The same experiment has been run to investigate the

influence of the complexity of the flow in the perform-
ance of the whole system. The flow changes across its
path, with different encapsulations added or removed. The
more levels of encapsulation, and the greater the size of
the packet is, the more information extracted by the clas-
sifier module of the SMA and enforced by the FCA is.
To stress the proposed control loop, traffic with different

complexities is tested: pure IP traffic, GTP over IP traffic
(5G traffic), VxLAN over IP traffic (Multi-tenant traffic),
and VxLAN over GTP over IP traffic (5G Multi-tenant
traffic). For this purpose, four different network traffic
kinds have been used for each of the experiment tested in
this section; all of them were created with a bandwidth of
25 Mbps. The number of attackers has been ranging expo-
nentially between two and 256. Fig.10 shows the reaction
time of the system for different levels of encapsulation and
a different number of attackers. This figure shows how the
number of attackers influences the saturation of the sys-
tem. However, the complexity of the flow barely affects
the reaction time of the system. In the worst case, which
is an attack originated from all 256 UE nodes with double
encapsulation, the reaction time of the system is still below
1.2 seconds.

4.4.3. Results by topology complexity
These experiments investigate the influence of the com-

plexity in the network topology by scaling up the number
of CEDGE nodes, which are the nodes that connect the
BBUs with infrastructure. Hence, increasing the number
of CEDGE nodes will increase the number of BBUS, and
consequently, more FCAs will be running. This increases
in FCA to make the decision to act close to the source, that
is more difficult a decision to be taken. The number of UE
nodes in the botnet has been fixed to 256 (see bottom rows
of Table.2). The bandwidth of the attack sent from each
UE is 25Mb. Moreover, it can be assured that the more
CEDGE nodes there are, the fewer malicious flows related
to the generated attack will be received by each CEDGE
node. It results in a lower load for each FCA deployed in
the infrastructure, having fewer rules to be added to con-
trol the attack. Fig.9 shows the reaction time when the
numbers of CEDGE node is ranged. One can observe an
almost constant behaviour of the loop response time. The
time consumed by the SMA and Decision Maker is almost
the same for the five scenarios. This is the expected beha-
viour. Although more mirror rules have been introduced
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to mirror the traffic from each CEDGE, the number of ma-
licious flows is the same, due to the fixed number of UE
nodes in the botnet. Thus, Snort is generating the same
number of alerts and the same number of decisions are
being produced. A slight time variation can be noted for
the AE, which takes more time to build the intent when
the number of possible locations increases. Analogously,
it can be noted a time increase in the FCA. Overall, it
shows that an exponential scaling up in the complexity of
the topology only provides some hundreds of milliseconds
of overhead in the response time of the autonomous loop,
which validates the scalability of our approach.
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Figure 10: Results of reaction time of the proposed solution for differ-
ent number of CEDGE nodes and an attack launched from a botnet
of 256 attackers sending a 25Mb attack

All the previously described experiments have success-
fully validated the key features defined at the beginning of
this paper: to achieve an autonomic network management
control loop that self-protects multi-tenant 5G infrastruc-
ture against DDoS attacks without human intervention; to
provide selective protection against DDoS attack provid-
ing user-aware, tenant-aware and flow-aware mitigation
strategies; to be able to deal with the dynamic creation
of overlays network whilst maintaining the detection and
mitigation of the attack over such newly created networks;
and finally, to be able to determine automatically not only
the how but also the where to mitigate the attack.

Within the 5G verticals industries such as manufactur-
ing, transport, logistics, self-driving, energy, massive IoT,
and entertainment as well as public services such as smart
cities, public health and education, those achievements
would have a different impact. There are some services
where security is a critical concern, and where the achieve-
ments of this work would imply a high impact. For in-
stance, in health, transport or industrial automation the
possibility of manual intervention to detect and mitigate
a DDoS attack in a timely manner is not viable. Thus,
the development of an autonomic management of the net-
work, like the one presented in this paper, becomes indis-
pensable. Short reaction time is crucial to guarantee the
availability of the service.

5. Conclusion

A novel architecture to self-protect 5G multi-tenant net-
works against DDoS attacks has been proposed with sup-
port for edge computing that is able to simultaneously pro-
tect infrastructures, tenants, and users. It is composed by
a 5G Security Monitoring Agent, a Decision Maker, an AE
and a 5G Flow Control Agent actuator. The framework
has been tested against a real DDoS attack in a 5G in-
frastructure. The results have proved that the autonomic
self-managed loop fills the gaps of state-of-the-art. It has
been proved that the autonomic loop is able to apply fine-
grained countermeasures to mitigate the attack acting just
over the malicious flows, avoiding affecting other users or
tenants.

The proposed architecture enables awareness of topo-
logy for actuation, which makes it possible to work with
logical locations, such as being close to the source of the
attack or close to the destination, abstracting the physical
topology of the infrastructure. The cognitive layer decides
how and where to mitigate the attack based on awareness
of the dynamic network topology.

Scalability experiments have proved that the self-
managed loop handles effectively the bandwidth of the at-
tack and the complexity of packet structures as well as the
topology complexity by reacting and mitigating the attack
in around one second for double encapsulated traffic with
an attack launched from a botnet of 256 devices simultan-
eously sending malicious traffic of 100 Mbps of bandwidth.
The results have demonstrated that the proposed solution
can protect the forthcoming 5G networks.

The architecture proposed in this work is entirely mod-
ular, being adaptable to any new modules to be added.
Moreover, this research could be applied to new use cases
for the optimisation of the network functioning. New
sensors and actuators can be added for a new use case,
and new rules and policies could be applied to define a
different strategy.
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